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Abstract - Disaster robotics poses particular challenges for 

computer vision, both in terms of image characteristics (due to mo-

tion blur, difficult light conditions, lack of up/down orientation, 

etc.), and in terms of learning data (limited availability, difficulty 

of annotation due to image quality, etc.). We developed a system 

for real-time scene-parsing, intended for use in a support system 

for operators of remote-controlled mobile robots employed in dis-

aster areas. Our testbed is video footage gathered by a snake-like 

mobile robot exploring an (artificial) collapsed building environ-

ment. The core of the system is a relatively small-scale convolu-

tional neural network. Our approach combines pixel-level learn-

ing with superpixel-level classification, in an effort to learn effi-

ciently from a relatively small number of partially annotated 

frames. Our classification system is capable of real-time operation, 

and demonstrates that convolutional neural networks can be ap-

plied effectively even under the harsh conditions imposed by dis-

aster robotics. 
 

Index Terms: disaster robotics, rescue robots, computer vision, 

convolutional neural networks, scene parsing. 

I. INTRODUCTION 

Recent years have seen increasing interest in the potential 

of robotic systems to assist in disaster response operations. The 

2011 Tohoku earthquake and tsunami, and the ensuing nuclear 

disaster at the Fukushima power plant, in particular, have 

spurred the establishment of various initiatives for the develop-

ment of disaster robotics, e.g. the ImPACT Tough Robotics 

Challenge (www.jst.go.jp/impact/en/program07.html) and the 

DARPA robotics challenge (www.theroboticschallenge.org). 

A central goal in disaster robotics is to develop robots that 

can perform search, rescue, and investigative missions in areas 

that are off-limits to humans due to excessive danger (e.g. high 

radiation levels, danger of structural collapse, flooding, vol-

canic eruption, etc.). Typically, such systems will be operated 

by means of remote control. Operators receive sensor data from 

the robot’s sensors (visuals, audio, etc.), and on basis thereof 

control the robot’s movements. It is crucial that the operators 

can quickly form a clear understanding of the environment from 

the sensor data they receive, but factors such as restrictive cam-

era-angles, lack or poverty of other sensory modalities, and the 

unfamiliar nature of the environment can make it very difficult 

to orient oneself in the world one sees through the robot’s eyes. 

The number and fidelity of cameras and other sensors trade-off 

against energy consumption, robot size, and manoeuvrability. 

                                                 
* This work was partly funded by ImPACT Program of the Council for Science, Technology and Innovation (Cabinet Office, Government of Japan). 

Factors such as potentially limited bandwidth and environmen-

tal noise may further complicate the acquisition of sensor data. 

However, failures in environment recognition can lead to inap-

propriate action selection and mission failure. Especially in the 

context of disaster robotics, the robot’s location will generally 

be dangerous or inaccessible, making recovery difficult or im-

possible. Hence it is crucial to make the most out of the data at 

hand. Machine learning could play a vital role here, as a way of 

“virtually” increasing the number of eyes in the room, in the 

form of a computer vision system trained on experts’ 

knowledge and judgments. In particular, it provides a means for 

capturing, storing, and sharing expertise obtained from individ-

uals who are familiar with the mission environment (e.g. em-

ployees from a disaster-struck facility). 

In this paper, we develop a computer vision system to assist 

operators of remote controlled robotic systems in making sense 

of the environment by labelling, in real-time, objects and sur-

faces in an incoming video stream. In particular, our system tar-

gets a snake-like robot designed for exploration of collapsed 

structures [1]. This platform highlights many of the character-

istic difficulties one encounters when trying to apply computer 

vision techniques in disaster robotics. For example, while com-

puter vision research typically employs datasets of sharp im-

ages from well-lit environments, computer vision for disaster 

robotics must be able to cope with unforgiving light conditions, 

motion blur, dirty lenses, etc. Even datasets composed of ran-

dom images from the internet (such as the commonly used 

ImageNet dataset [2]) consist almost exclusively of images 

taken with some degree of attention to lighting, sharpness, and 

angle, simply due to being taken and selected for upload by hu-

mans. Fig. 1 illustrates the contrast between typical datasets 

commonly used in computer vision research on the one hand, 

and the video footage we target on the other. 

Furthermore, disaster robotics poses particular challenges 

for any system that relies on learning data. Recent years have 

seen a trend towards bigger and bigger datasets in machine 

learning research, where sheer scale has become a point of ap-

peal [3]. However, producing suitable learning data is a time-

consuming effort. A disaster robotics system should be employ-

able on short notice in unexpected environments, stressing the 

importance of learning efficiently from limited data. 

 



II. RELATED WORK 

There have been a variety of approaches to the task of im-

age recognition. Until around 2011, the dominant approach was 

to analyse images for the presence of pre-determined features, 

to as to obtain a representation of the image in “feature space”, 

followed by classification performed in feature space using var-

ious types of classifiers (e.g. SVMs). In systems following this 

approach, the SIFT [4] and HOG [5] features are particularly 

effective and widely used. However, recent years have seen a 

large shift in this field, with convolutional neural networks 

(CNNs) now taking a central position, achieving state-of-the-

art results on many problems. The CNNs approach to image 

recognition represents a different strategy, integrating the 

search for suitable features with the classification task into a 

single learning process. CNNs have been around in various 

forms since the 1980s, but only started to surpass systems based 

on handcrafted features early this decade [6] [7] [8], in large 

part due to the computational cost of training them. Nowadays, 

winning entries in image classification competitions such as 

ILSVRC [3] are invariably CNN-based systems (see [9] [10] 

[11] for recent winners). For our specific use case (disaster ro-

botics), the choice to pursue a CNN-based system is further mo-

tivated by the reliance of handcrafted features on image quality. 

Our video material shows substantial motion blur, which makes 

it difficult to reliably apply commonly used feature detectors. 

Our hope in developing this system is that the end-to-end learn-

ing capacities afforded by CNNs can overcome this hurdle. 

  

  

  
Figure 1. Contrasting a commonly used datasets with disaster robotics foot-

age. Left column: example images from the Stanford background dataset [2]. 

Right column: example frames from our dataset (post lens-correction). Note 

the substantial blur, limited visibility, and arbitrary framing in our data. 

Image classification, in its standard form, tasks systems 

with identifying the object depicted in an image. When solving 

this type of task with a CNN, the network output is a vector 

giving for each object class under consideration the estimated 

likelihood of the image belonging to that class. A limitation of 

this approach is that it assigns a class to the whole of an image. 

When an image contains items from multiple classes, such sys-

tems cannot tell us which classes occur where in the image (alt-

hough it may be set up so as to give high probabilities to multi-

ple classes). For actual scene-parsing, classification must be 

performed on a finer level. This has led to the pursuit of pixel-

wise classification [12] [13] [14]. Here nets are trained to guess 

the class-membership of every individual pixel in an image. 

Pixel-wise classification handles scenes with multiple objects 

naturally, and captures spatial structure. An obvious issue is 

computational cost: typically the output has even higher dimen-

sionality than the input (namely image resolution multiplied by 

the number of classes). Also, as results for individual pixels 

tend to be jittery, post-processing to integrate pixel classifica-

tions over larger areas is necessary for smooth results, adding 

further complexity and computational cost to the system. Use 

on raw video streams from badly lit environments imposes ad-

ditional challenges, such as the presence of blurred and dark 

areas whose pixels cannot meaningfully be assigned a definite 

class. With these factors in mind, we developed a CNN system 

that operates at an intermediate scale: the net trains on anno-

tated pixel data, but performs classification on superpixels. Be-

low we explain our approach, starting with our dataset. 

 
Figure 2. Example video frame (left) and its annotation (right). 

III. DATASET 

Here we describe our dataset. We obtained 67 minutes of 

raw footage from a snake-like robot moving around in an envi-

ronment that models a collapsed building. From this footage we 

extracted a set of 259 frames as our dataset for learning and ac-

curacy evaluation. 

A. Pre-processing 

The dataset is normalized by subtracting the mean and dividing 

by the standard deviation over all pixels. More advanced nor-

malisations are available, but whichever normalization is em-

ployed on the learning data will also have to be applied to in-

coming video data during real-time classification. Hence it is 

important to use a computationally cheap normalisation, which 

rules out advanced normalisations such as PCA whitening or 

ZCA whitening. 

The camera on the snake-robot has limited fidelity and in-

troduces substantial fish-eye deformation. We remove this de-

formation (both in preparation of the dataset and in real-time 



during operation) using the ‘undistort’ functionality of the 

OpenCV2 library. The reason to do this is that convolutional 

network architectures are based on the concept of location-in-

dependence, which is undercut by strong lens deformation. 

As is common when training CNNs [6] [7] [8], we in-

creased our dataset size by means of simple data augmentation 

tricks. We add rotated versions of the base dataset, at 15, 30, 45, 

60 and 75 degrees (as these rotations are computationally ex-

pensive they are performed in a pre-processing step). During 

learning, input (multiscale patches, see below) was additionally 

rotated by 0, 90, 180, or 270 degrees, and optionally flipped 

horizontally and/or vertically (there is generally no clear up or 

down in our image data). This latter set of operations is compu-

tationally cheap, so this was done on-the-fly. 

TABLE I.  THE SET OF CLASSES. 

1 Pipe (inside) 7 Nylon curtain 

2 Pipe (outside) 8 Ground 

3 Mesh 9 Concrete 

4 Wooden beam 10 Fitting 

5 Iron beam 11 Blackout (auto-annotated) 

6 Rusty steel   

B. Annotation 

Frames were annotated by placing coloured polygons over 

individual objects (with different colours mapping to different 

classes), using Microsoft PowerPoint’s polygon drawing func-

tionality. An example annotation is given in Fig. 2 and the set 

of classes is given in Table I. Note that annotation is partial. 

Substantial parts of most frames cannot be assigned to any of 

our categories (as can be seen in Fig. 2). Some frames contain 

objects that are not present in the set of classes (objects that oc-

cur only incidentally do not provide enough data to learn a class 

from). 

The facility where our image data was collected replicates the 

light conditions of the intended use scenarios (exploration in 

collapsed buildings) of the snake robot. In our data, the only 

light source is a lamp mounted on the robot itself. Consequently, 

objects close to the robot are well-lit, whereas objects further 

away are dark or even completely obscured by darkness. This 

means that substantial parts of an image can contain virtually 

no information. We found that it is useful to add a ‘blackout’ 

category for these areas, which is treated the same as the other 

categories in the learning and classification processes. The rea-

soning behind this is that it prevents the network from acquiring 

spurious classifications for these areas. Consider the following: 

without the blackout category, the dataset would provide no 

clue as to how the net should classify pitch-black areas. Such 

areas cannot meaningfully be classified as any of the provided 

categories, but without reason not to, they will end up classified 

as whatever category ends up 'nearest' to pitch-blackness in the 

network's representation scheme. We have seen this result, for 

                                                 
2 A simpler solution is to detect when an area has too little contrast, and then 

simply skip that area during the classification procedure. However, this ap-

proach has certain drawbacks. Firstly, note that a net that classifies darkness as 
'fitting' does not just fail to make sense of darkness; clearly there is also some-

thing odd about its representation of the 'fitting' category. Inclusion of blackout 

example, in networks that classify all pitch-dark areas as be-

longing to the 'fitting' category. This behaviour makes no sense, 

but fails to be suppressed by the learning process, as no learning 

on pitch-dark areas occurs to assign them a sensible classifica-

tion. Including an explicit blackout category solves this prob-

lem2. As areas of insufficient contrast can be detected trivially, 

we automated their annotation as follows: for every pixel in the 

dataset, if no pixel in its 31x31 neighbourhood exceeds a set 

threshold (16/255) on any of the colour channels, the pixel is 

auto-annotated as belonging to the blackout category. This cat-

egory is ignored in our performance measurements (recognis-

ing this category is very easy compared to the other categories, 

so including it in performance measures would artificially in-

flate performance). 

 
Figure 3. Multiscale patch concept. The focal pixel is indicated with a red 

marker. White outlines indicate the source regions for each scale. Source re-
gions are copied and scaled down to the same size, then combined into a 9-

channel (3 scales times 3 colour channels) compound image. 

IV. SYSTEM 

We do not feed whole images into the network's input, but 

instead we dynamically source 'multi-scale patches' (abbrevi-

ated below as MSP) from the dataset. 

C. 4.1 Multi-scale patches 

A MSP is a (W x H x C x S) array of image data, where: 

W = width of patch (48 here) 

H = height of patch (48 here) 

C = number of colour channels in image (3 here (RGB)) 

S = number of scales per MSP (3 here) 

Fig. 3 illustrates the concept. In practice, many vision-oriented 

neural network libraries assume a three-dimensional input 

space (W x H x C), and the library we used (Pylearn2 [15]) is 

no exception. Fortunately, colour channels and scales can safely 

share a dimension, so MSPs were implemented as W x H x (C 

* S) arrays. To determine the scales, we have an array 

[𝑠0 ⋯ 𝑠𝑆−1] of scale parameters, here set to [1, 3, 5]. 
MSPs are composed as follows. We start with the coordi-

nates for a single pixel in an image (the way this pixel is se-

lected differs between learning and classification, as explained 

below), which we refer to as the 'focal pixel'. For every scale si 

category forces nets to acquire a better delineation of the other categories. Sec-

ondly, suppression of blackout areas would have to be performed continually 

throughout the real-time classification process, whereas auto-annotation of 
these areas and learning thereon is performed in advance of actual use of the 

system, saving us a modest amount of real-time processing. 



in the scale array, we copy from the image a ((si ·W) x (si ·H) x 

C) region centred on the focal pixel. This image patch is then 

scaled down in its width and height dimensions by a factor si, 

resulting in a patch of size (W x H x C). After doing this for all 

scales, we combine the resulting patches into a single array, 

which is used as input data for the net. The correct classification 

for a given MSP is the category of its focal pixel. Hence the 

output of the net is a 1D vector of length equal to the number of 

categories (just as it usually is when classifying in one-class-

per-image fashion). 

The idea of presenting image data at multiple scales is a 

common (if not quite satisfactory) way of dealing with the prob-

lem of size variation, and has been applied in various forms in 

various CNN systems. The use of convolutional layers ensures 

that the net will recognize a feature regardless of the location at 

which it occurs in the image, but provides no such invariance 

for scale variation. In other words, the filters a CNN learns are 

scale-specific. Providing the same image data at multiple scales 

helps ensure that filters are learned for various scales. Further-

more, the use of multiple scales helps ensure that context for the 

focal pixel is included at sensible resolutions. The smallest 

scale provides nearby context at high resolution, while the larg-

est scale provides broad context at low resolution.    

    
a. b. c. d. 

Figure 4. Padding missing image parts. Fuchsia indicates missing pixel values. 

a) Example case where a patch extends outside the image. b) Padding result. 

Missing parts are filled in by layering 90°, 180°, and 270° rotations of the im-

age content, in spiral fashion. Solid and dotted lines indicate visible and hid-
den borders of individual layers). c) Example of a corner case. In the most ex-

treme case (when the focal pixel is a corner pixel of the image), only ¼ of the 

patch is occupied by the original image. d) Padding with three rotations ex-

actly fills out all missing values. 

D. Filling of blank edges 

As focal pixels (both during learning and classification) can be 

picked from anywhere in an image, if often happens that the 

area covered by one or more sub-images of a multi-scale patch 

extends outside of the input image, leading to substantial num-

bers of missing inputs. Handling missing values in neural net-

work input is known to be a hard problem, with a long history 

of active research (see e.g. [16] [17]). However, a review of the 

literature did not turn up a principled method suited for our par-

ticular use case (note that we are not dealing with incidental 

missing pixels or the like, but with contiguous areas of missing 

data extending all the way to the edge of the input array, making 

meaningful imputation a hopeless pursuit). Padding with zero 

values or mean input is known to be potentially harmful [16] as 

it introduces spurious correlations (note that in the case of im-

ages, padding with zeros is equal to adding black areas). One 

fast and straightforward approach is to fill out the missing parts 

with normally distributed noise. This avoids introduction of 

spurious information, but obviously introduces substantial 

amounts of noise into the system (note that up to ¾ of a patch’ 

content can be undefined in our system). Stretching image con-

tent is an option, but deforms image content. A recent study [18] 

found that simply repeating the border pixels of the image to fit 

the net's input layer led to better performance than stretching. 

With the above in mind, we expect that an ideal padding strat-

egy 1) avoids deformation, and 2) sources the padding from the 

available image content. Our approach is as follows: We treat 

missing values as transparency, and simply stack four copies of 

the available image content, at rotations of 0°, 90°, 180° and 

270° angles (see Fig. 4). This always produces a full covering 

of the patch, even in the worst case scenario where the focal 

pixel is a corner pixel of the image, and ¾ of the input is blank 

(see Fig. 4d). The motivation for this approach is as follows: 

Rotations retain the same centre pixel, and hence the same class 

membership (as the net is tasked with learning/guessing the 

class of the focal pixel, specifically). Hence the material we add 

(in the locations we add it) can meaningfully contribute to cor-

rect classification (instead of just failing to detract). This ap-

proach does introduce some spurious edges in the input, but did 

produce markedly better performance than simple noise-pad-

ding (as shown below). Detailed comparison with other meth-

ods is left for another occasion. 

E. Advantages of a patch-based approach 

One important advantage of the patch-based approach is that it 

allows for easy balancing of the category distribution presented 

to the net during learning. When creating a benchmark dataset 

it is easy to arrange similar occurrence frequencies for all cate-

gories, but in practical use scenarios one is likely to be con-

fronted with highly skewed occurrence frequencies across cat-

egories. When presenting a net with whole images (as done in 

e.g. [12] [13] [14]), the more common categories will have a 

stronger effect on the learning process. This may be desirable 

when categories' importance is proportional to their occurrence 

frequency (as it is when aiming to improve benchmark scores), 

but in practical applications importance and frequency are not 

necessarily linked (in e.g. the case of a robot exploring a col-

lapsed building, we can expect to see far more rubble than sur-

vivors, but correctly detecting survivors is of greater im-

portance than correctly detecting rubble). Given than each patch 

functions as an example of one category, it is trivially easy to 

balance (or even counter-bias) the category distribution seen 

during training. 

Also, the fact that our annotations are partial means that 

learning on whole images would require some way to deal with 

very large numbers of missing target values during training, 

which is known to be a difficult problem. 

Note that, like fully convolutional nets, the patch-wise ap-

proach allows input images of any resolution to be processed 

by one and the same net. No rescaling of input images is neces-

sary when changing to a different input image resolution. This 

is a plus when working with different robots with different cam-

eras in the same environment. 

F. Convolutional Neural Network 

After preliminary experimentation with various architec-

tures, we settled on the architectures shown in TABLE  for the 



main set of experiments. All layers but the output used the hy-

perbolic tangent activation function. The output layer used the 

identity function. Weight updates are performed with 

Pylearn2’s Stochastic Gradient Descent. The learning rate is 

fixed to 10-6 and weight decay was set to 5 × 10-5. 

We found relatively shallow networks to perform well. We 

suspect that this is due to the nature of our dataset. The sort of 

complex compound shapes (faces, cats, cars etc.) that deeper 

networks excel at are mostly absent. Few of the categories in 

our dataset have any characteristic defining compound shapes, 

and moreover the haphazard camera angles provided by the 

snake robot ensure that even the same object will visually pre-

sent as very different shapes. Hence the net likely learns to clas-

sify mostly by means of surface characteristics and context, 

with little reliance on higher order shape detection. 

TABLE II. NETWORK ARCHITECTURES 
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G. Learning and classification 

During learning, the net is trained on batches of MSPs. The 

MSPs used for training are generated dynamically during learn-

ing. Focal pixels are picked randomly from the set of all anno-

tated pixels (hence the number of learning examples is equal to 

the number of annotated pixels in the augmented dataset). The 

pixel's assigned category is set as the target output for the MSP. 

By weighing pixels' probability of being picked by the scarcity 

of their category, we equalise category occurrence, as noted 

above. 

Classification is performed as follows. We first split the in-

put image into superpixels using the (OpenCV2 implementa-

tion of) the SLIC algorithm [19]. We found that (at least on our 

data) superpixel segmentation can safely be performed at re-

duced resolution without notably deteriorating the overall qual-

ity of the segmentation. Whereas segmentation takes well over 

300ms at the original image resolution of 640x480, at 1/8 of this 

resolution it takes about 3ms per frame while still providing vis-

ually satisfactory results. 

The SLIC algorithm takes the desired number of superpix-

els to split the image into as a parameter. We found that for our 

input images, a setting of 35 provides well-sized superpixels 

that do not cross class borders much. For every superpixel, we 

                                                 
3 Computational overhead is incurred here due to overlap between the content 

of the MSPs generated for neighbouring superpixels, especially at the largest 

scale. A potential avenue for further optimization is to split the network into 
two subnets: one comprising the convolutional layers and one consisting of just 

the fully connected layer. We could then apply the convolutional subnet to the 

compute the centre pixel, which becomes the focal pixel for one 

MSP. After extracting the relevant MSPs, we run (35 instances 

of) the trained network, in parallel (on GPU).3 

For measuring performance on the test set, we find the 

maximum activation value from the network’s output layer and 

assign the corresponding category to all pixels in the source su-

perpixel. The resulting pixel-wise classification is then com-

pared against the annotation to determine their agreement. The 

rate of agreement gives us an objective performance measure 

for evaluating the CNN. However, when processing a video 

stream, we can obtain better usability by means of a different 

post-processing procedure, which we explain below. 

H. Probability buffering 

When processing a video stream, local misclassifications 

lasting just one or a few frames are common. These can be sup-

pressed by means of temporal smoothing. The idea here is that 

the class of a pixel location in the directly preceding frames 

provides a good predictor of that location's class in the current 

frame. The effectivity of this approach depends on the amount 

of the difference between subsequent frames. In our use case, 

the pace of movement is fairly slow, so per-frame change is 

limited and temporal smoothing is very effective. The smooth-

ing process is straightforward. We make a buffer array B of the 

same resolution as used for segmentation. Each position in the 

array stores a vector of class probabilities for the corresponding 

pixel. For every processed frame F, all vectors in the buffer are 

updated to a weighted sum of their previous value and the val-

ues provided by the new frame as follows: 

𝐵𝑥,𝑦,𝑐 ←  𝛽 ∙ 𝐵𝑥,𝑦,𝑐 + (1 − 𝛽) ∙ 𝐹    (1) 

Parameter 𝛽 here controls the strength of the smoothing effect 

(or differently put, the persistence rate of past classification re-

sults). The class for a pixel is now determined simply by finding 

the class with the highest probability in the vector for that pixel 

in the probability buffer. Confidence for this class is compared 

against a threshold value. If it exceeds the threshold value, the 

pixel is displayed as belonging to that class (by means of col-

ouration added in the transparent overlay). Otherwise, the result 

is suppressed and the pixel remains unclassified. In general, it 

is helpful to users to suppress low-confidence results, because 

they can more easily extrapolate from partial correct identifica-

tions when e.g. half of an object is left unclassified, than when 

that half is covered in low-confidence misclassifications. 

Note that the network's confidence in its classifications, 

along with probabilities for non-dominant classes will affect the 

ease at which pixels change class. If a pixel is steadily classified 

as class X for a while, and then classed as Y with X as a close 

second (e.g. P(X) = 0.45 and P(Y) = 0.48) for a few frames, 

then this change will be suppressed as continued high frame 

probability will sustain a high buffer probability for class X. 

However if P(X) suddenly drops as P(Y) rises (as is expected 

whole image, and subsequently apply the fully connected subnet the relevant 

subsets of the output from the convolution subnet. Such splitting of trained nets 

is not facilitated by the Pylearn2 library, but could be done with relative ease in 

more recent frameworks. 



to happen when an actual class change occurs), class Y will 

quickly come to dominate in the probability buffer. Hence the 

use of a probability buffer also puts the probability scores for 

non-dominant classes to good use4. We allow the user to change 

the smoothing parameter from the GUI during live operation. 

The ideal value for this parameter will depend on factors like 

the movement characteristics of the robot. We found that values 

of around 0.9 work well for the (relatively slow-moving) robot 

targeted here. 

 

a. 

       

b. 

c. 

d. 

e. 

Figure 5. Result examples for various frames (one frame per column). Rows show the following: (a) Original frame. (b) annotation (ground truth). (c) Classifica-

tion obtained from CNN. (d) Classification overlaid on input frame. Numbers indicate confidence. (e) Visualisation of the agreement between annotation and 

classification by CNN. Green and red indicate agreement and disagreement, respectively and blue indicates absence of (manual) annotation. Light grey areas in 

annotation and classification result indicate blackout areas. These are automatically annotated but disregarded during evaluation (they are almost trivial to classify 
and hence would artificially inflate classification rates). 

 

By means of multithreading we parallelise the pre-pro-

cessing (segmentation and finding of focal pixels), CNN pro-

cessing, and post-processing (updating the probability buffer 

and drawing an image overlay on basis of the CNN's output) 

steps. While our implementation leaves room for improvement, 

we obtain frame rates of approximately 13fps, fast enough to 

convincingly track live input. Our system specifications are 

shown in Table III. 

It may seem odd that we essentially run classification on 

superpixels, but do not provide the net any distinction between 

the superpixel and its context in the input. However, keep in 

mind that the network is trained to determine the class member-

ship of the single pixel in the centre of its input field. The sur-

rounding pixels function are just context, whether they belong 

to the superpixel or not. We have experimented with a variant 

of this system where we remove (replace with noise) the pixels 

that fall outside the superpixel in the smallest scale slice of the 

MSP. However, when doing so one also has to train the net on 

                                                 
4 This use of non-dominant classification results led us to choose the identity 
function for output layer activations. The more commonly used softmax func-

tion would destroy part of the information used here. 

such “cut-out” superpixels. This is problematic, as the dataset 

of course provides far fewer superpixels than pixels (note that 

in our system, every annotated pixel acts as a data point for 

training). As such, representing superpixels explicitly in the 

network input has the effect of reducing context information 

and training opportunities, which led to reduced performance 

compared to our main system. 

TABLE III. SYSTEM CONFIGURATION 

OS Ubuntu 14.04 LTS, 64 bit 

CPU Intel Core i7-5930K, 12 cores @ 3.50GHz 

GPU NVIDIA GeForce GTX TITAN X 

RAM 32GB 

V. RESULTS 

TABLE . shows accuracy scores against the test set for the 

CNN architectures shown in II. We see that architecture C (with 

3 convolutional layers) in combination with rotation padding 



provides the highest accuracy, at 83.64% correct classification. 

While far from perfect, this level of performance may suffice 

for a supportive vision system. Fig. 5 shows representative sam-

pling of recognition results on the test set. 

One factor limiting performance is that the annotations 

used for training the net are far from perfect. The system is de-

signed to help alleviate the difficulties in interpreting the visual 

feed from the snake robot, but this same difficulty is faced by 

the annotators (albeit not under the strain of real-time operation). 

Being unfamiliar with the environment ourselves, we struggled 

with the annotation effort. In practical use, performance of the 

current system could likely be further improved by involving 

individuals who are familiar with the mission environment in 

the annotation process. 

TABLE IV.  ACCURACY SCORES ON THE TEST SET 

 Architecture 

A B C 

Padding 
Noise n/a 79.68 76.17 

Rotations 78.46 81.23 83.64 

VI. DISCUSSION & CONCLUSIONS 

We have described a Convolutional Neural Network sys-

tem for scene parsing in a visually challenging environment, 

taking camera footage from a snake robot exploring a (artificial) 

collapsed building environment as our testbed. Our results show 

that, given appropriate adjustments to the training and recogni-

tion procedures, decent recognition rates can be achieved even 

in such difficult settings and with limited learning data. When 

multi-object recognition and preservation of spatial layout are 

required, but pixel-level classification is precluded by limita-

tions of the data (large numbers of ambiguous or classless pix-

els, limited learning data), performing classification at the level 

of superpixels is a viable option. The use of multiscale input 

helps ensure that both detail and broad context are available to 

the learning process without inflating network size too much. A 

novel scheme for padding blank areas further boosts perfor-

mance. During live operation, classification results are stabi-

lized and refined by means of probability buffering. 

A limitation of our approach is the reliance on annotation. 

The necessity of labelled learning data is commonplace in com-

puter vision research, but in our use case this is more problem-

atic than usual. Disaster environments are the products of dis-

asters. This makes it difficult to obtain the right learning data 

for the task in advance. Even if we have data from the intact 

location beforehand, it may be of limited use. Data from similar 

environments (either constructed as in the case of our data, or 

from other incidents) may or may not be available. While we 

have intentionally held to a small amount of the learning data, 

the annotation effort was still substantial and time-consuming. 

For less urgent investigative missions this is not a prohibitive 

obstacle, but for time-sensitive initial disaster response (e.g. 

survivor search), the time it takes to get the system up and run-

ning in a given environment becomes problematic. Hence we 

are currently integrating ideas from work in active learning and 

semi-supervised learning, in an effort to circumvent the need 

for frame annotations. 
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